2

5.5 Example: Income of Workers in a High-Tech Industry
Descriptive statistics 
> mean(example_chapter5$income)
[1] 84.47826
> median(example_chapter5$income)
[1] 80
> var(example_chapter5$income)
[1] 715.17
> sd(example_chapter5$income)
[1] 26.74266
> min(example_chapter5$income)
[1] 48
> max(example_chapter5$income)
[1] 130
> 
> mean(example_chapter5$education)
[1] 17.21739
> median(example_chapter5$education)
[1] 17
> var(example_chapter5$education)
[1] 7.177866
> sd(example_chapter5$education)
[1] 2.679154
> min(example_chapter5$education)
[1] 12
> max(example_chapter5$education)
[1] 23

> stat.desc(example_chapter5)
                   income   education residency
nbr.val        23.0000000  23.0000000        NA
nbr.null        0.0000000   0.0000000        NA
nbr.na          0.0000000   0.0000000        NA
min            48.0000000  12.0000000        NA
max           130.0000000  23.0000000        NA
range          82.0000000  11.0000000        NA
sum          1943.0000000 396.0000000        NA
median         80.0000000  17.0000000        NA
mean           84.4782609  17.2173913        NA
SE.mean         5.5762305   0.5586422        NA
CI.mean.0.95   11.5643942   1.1585530        NA
var           715.1699605   7.1778656        NA
std.dev        26.7426618   2.6791539        NA
coef.var        0.3165626   0.1556074        NA


	> freq(example_chapter5$residency, plot=FALSE)
example_chapter5$residency 
                   Frequency Percent
Permanent resident         7   30.43
US citizen                 9   39.13
Work visa holder           7   30.43
Total                     23  100.00


	

		> 






 
5.5.1 Income (Y) is Logged, X’s are Not  

Correlation among X’s

> cor(cbind(example_chapter5$education, example_chapter5$us_dummy, example_chapter5$work_dummy))
           [,1]       [,2]       [,3]
[1,]  1.0000000  0.1034761 -0.1991232
[2,]  0.1034761  1.0000000 -0.5303301
[3,] -0.1991232 -0.5303301  1.0000000

[bookmark: _Hlk48433778]Multiple regression with logged Y – “Permanent resident” as the reference category (Y = logincome, X = education, us_dummy, work_dummy) 
[bookmark: _Hlk48433904]> model1_chapter5 <- lm(logincome ~ education + us_dummy + work_dummy, data=example_chapter5)
> summary(model1_chapter5)

Call:
lm(formula = logincome ~ education + us_dummy + work_dummy, data = example_chapter5)

Residuals:
     Min       1Q   Median       3Q      Max 
-0.38213 -0.14778  0.01441  0.14882  0.52170 

Coefficients:
            Estimate Std. Error t value Pr(>|t|)    
(Intercept)  3.44205    0.33749  10.199 3.83e-09 ***
education    0.05649    0.01857   3.042   0.0067 ** 
us_dummy     0.13373    0.11522   1.161   0.2602    
work_dummy  -0.26310    0.12404  -2.121   0.0473 *  
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 0.2286 on 19 degrees of freedom
Multiple R-squared:  0.5746,	Adjusted R-squared:  0.5075 
F-statistic: 8.556 on 3 and 19 DF,  p-value: 0.0008423

> anova(model1_chapter5)
Analysis of Variance Table

Response: logincome
           Df  Sum Sq Mean Sq F value  Pr(>F)   
education   1 0.73586 0.73586 14.0766 0.00135 **
us_dummy    1 0.37071 0.37071  7.0914 0.01537 * 
work_dummy  1 0.23518 0.23518  4.4988 0.04730 * 
Residuals  19 0.99324 0.05228                   
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Partial model without residency status dummy variables (Y = logincome, X = education) 
> model1_chapter5 <- lm(logincome ~ education , data=example_chapter5)
> summary(model1_chapter5)

Call:
lm(formula = logincome ~ education, data = example_chapter5)

Residuals:
     Min       1Q   Median       3Q      Max 
-0.41193 -0.17714 -0.02709  0.18943  0.56378 

Coefficients:
            Estimate Std. Error t value Pr(>|t|)    
(Intercept)  3.21154    0.38244   8.398 3.75e-08 ***
education    0.06826    0.02196   3.109  0.00532 ** 
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 0.276 on 21 degrees of freedom
Multiple R-squared:  0.3151,	Adjusted R-squared:  0.2825 
F-statistic: 9.664 on 1 and 21 DF,  p-value: 0.005316

> anova(model1_chapter5)
Analysis of Variance Table

Response: logincome
          Df  Sum Sq Mean Sq F value   Pr(>F)   
education  1 0.73586 0.73586  9.6635 0.005316 **
Residuals 21 1.59912 0.07615                    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Multiple regression with logged Y – “Work vias” as the reference category (Y = logincome, X = education, us_dummy, perm_dummy) 
> model3_chapter5 <- lm(logincome ~ education + us_dummy + perm_dummy, data=example_chapter5)
> summary(model3_chapter5)

Call:
lm(formula = logincome ~ education + us_dummy + perm_dummy, data = example_chapter5)

Residuals:
     Min       1Q   Median       3Q      Max 
-0.38213 -0.14778  0.01441  0.14882  0.52170 

Coefficients:
            Estimate Std. Error t value Pr(>|t|)    
(Intercept)  3.17895    0.31702  10.027 5.04e-09 ***
education    0.05649    0.01857   3.042  0.00670 ** 
us_dummy     0.39683    0.11711   3.389  0.00308 ** 
perm_dummy   0.26310    0.12404   2.121  0.04730 *  
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 0.2286 on 19 degrees of freedom
Multiple R-squared:  0.5746,	Adjusted R-squared:  0.5075 
F-statistic: 8.556 on 3 and 19 DF,  p-value: 0.0008423

> anova(model3_chapter5)
Analysis of Variance Table

Response: logincome
           Df  Sum Sq Mean Sq F value  Pr(>F)   
education   1 0.73586 0.73586 14.0766 0.00135 **
us_dummy    1 0.37071 0.37071  7.0914 0.01537 * 
perm_dummy  1 0.23518 0.23518  4.4988 0.04730 * 
Residuals  19 0.99324 0.05228                   
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

5.5.2 Education (X1) is Logged, Income (Y) is Not
Correlation among X’s 
> cor(cbind(example_chapter5$logeducation, example_chapter5$us_dummy, example_chapter5$work_dummy))
           [,1]       [,2]       [,3]
[1,]  1.0000000  0.1152084 -0.1910272
[2,]  0.1152084  1.0000000 -0.5303301
[3,] -0.1910272 -0.5303301  1.0000000


Multiple regression with logged X – “Permanent resident” as the reference category (Y = income, X = logeducation, us_dummy, work_dummy) 
> model4_chapter5 <- lm(income ~ logeducation + us_dummy + work_dummy, data=example_chapter5)
> summary(model4_chapter5)

Call:
lm(formula = income ~ logeducation + us_dummy + work_dummy, data = example_chapter5)

Residuals:
    Min      1Q  Median      3Q     Max 
-34.571 -12.350   2.705  10.806  46.080 

Coefficients:
             Estimate Std. Error t value Pr(>|t|)  
(Intercept)  -122.979     76.343  -1.611   0.1237  
logeducation   74.623     26.658   2.799   0.0114 *
us_dummy        7.824      9.881   0.792   0.4383  
work_dummy    -23.277     10.606  -2.195   0.0408 *
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 19.6 on 19 degrees of freedom
Multiple R-squared:  0.5359,	Adjusted R-squared:  0.4626 
F-statistic: 7.312 on 3 and 19 DF,  p-value: 0.001873

> anova(model4_chapter5)
Analysis of Variance Table

Response: income
             Df Sum Sq Mean Sq F value   Pr(>F)   
logeducation  1 4602.0  4602.0 11.9734 0.002621 **
us_dummy      1 1978.0  1978.0  5.1464 0.035140 * 
work_dummy    1 1851.2  1851.2  4.8164 0.040821 * 
Residuals    19 7302.6   384.3                    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Partial model without residency status dummy variables (Y = income, X = logeducation) 
> model5_chapter5 <- lm(income ~ logeducation , data=example_chapter5)
> summary(model5_chapter5)

Call:
lm(formula = income ~ logeducation, data = example_chapter5)

Residuals:
    Min      1Q  Median      3Q     Max 
-33.122 -17.752  -2.584  15.801  51.080 

Coefficients:
             Estimate Std. Error t value Pr(>|t|)   
(Intercept)   -172.09      87.21  -1.973  0.06177 . 
logeducation    90.53      30.73   2.946  0.00771 **
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 23.02 on 21 degrees of freedom
Multiple R-squared:  0.2925,	Adjusted R-squared:  0.2588 
F-statistic: 8.682 on 1 and 21 DF,  p-value: 0.007708

> anova(model5_chapter5)
Analysis of Variance Table

Response: income
             Df Sum Sq Mean Sq F value   Pr(>F)   
logeducation  1   4602  4602.0  8.6816 0.007708 **
Residuals    21  11132   530.1                    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Multiple regression with logged X – “Work vias” as the reference category (Y = income, X = logeducation, us_dummy, perm_dummy) 
> model6_chapter5 <- lm(income ~ logeducation + us_dummy + perm_dummy, data=example_chapter5)
> summary(model6_chapter5)

Call:
lm(formula = income ~ logeducation + us_dummy + perm_dummy, data = example_chapter5)

Residuals:
    Min      1Q  Median      3Q     Max 
-34.571 -12.350   2.705  10.806  46.080 

Coefficients:
             Estimate Std. Error t value Pr(>|t|)   
(Intercept)   -146.26      74.71  -1.958  0.06514 . 
logeducation    74.62      26.66   2.799  0.01144 * 
us_dummy        31.10      10.04   3.097  0.00594 **
perm_dummy      23.28      10.61   2.195  0.04082 * 
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 19.6 on 19 degrees of freedom
Multiple R-squared:  0.5359,	Adjusted R-squared:  0.4626 
F-statistic: 7.312 on 3 and 19 DF,  p-value: 0.001873

> anova(model6_chapter5)
Analysis of Variance Table

Response: income
             Df Sum Sq Mean Sq F value   Pr(>F)   
logeducation  1 4602.0  4602.0 11.9734 0.002621 **
us_dummy      1 1978.0  1978.0  5.1464 0.035140 * 
perm_dummy    1 1851.2  1851.2  4.8164 0.040821 * 
Residuals    19 7302.6   384.3                    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1


5.5.2 Education (X1) and Income (Y) are Both Logged
Multiple regression with logged X and logged Y– “Permanent resident” as the reference category (Y = logincome, X = logeducation, us_dummy, work_dummy) 
> model7_chapter5 <- lm(logincome ~ logeducation + us_dummy + work_dummy, data=example_chapter5)
> summary(model7_chapter5)

Call:
lm(formula = logincome ~ logeducation + us_dummy + work_dummy, 
    data = example_chapter5)

Residuals:
     Min       1Q   Median       3Q      Max 
-0.38598 -0.15704  0.05888  0.14890  0.50820 

Coefficients:
             Estimate Std. Error t value Pr(>|t|)   
(Intercept)    1.6718     0.8794   1.901  0.07257 . 
logeducation   0.9693     0.3071   3.157  0.00519 **
us_dummy       0.1268     0.1138   1.114  0.27905   
work_dummy    -0.2682     0.1222  -2.195  0.04080 * 
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 0.2258 on 19 degrees of freedom
Multiple R-squared:  0.585,	Adjusted R-squared:  0.5195 
F-statistic: 8.929 on 3 and 19 DF,  p-value: 0.0006709

> anova(model7_chapter5)
Analysis of Variance Table

Response: logincome
             Df  Sum Sq Mean Sq F value   Pr(>F)   
logeducation  1 0.76312 0.76312 14.9639 0.001035 **
us_dummy      1 0.35723 0.35723  7.0049 0.015914 * 
work_dummy    1 0.24568 0.24568  4.8175 0.040800 * 
Residuals    19 0.96895 0.05100                    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1


Partial model without residency status dummy variables (Y = logincome, X = logeducation) 
> model8_chapter5 <- lm(logincome ~ logeducation , data=example_chapter5)
> summary(model8_chapter5)

Call:
lm(formula = logincome ~ logeducation, data = example_chapter5)

Residuals:
     Min       1Q   Median       3Q      Max 
-0.42347 -0.17777  0.01331  0.18012  0.55225 

Coefficients:
             Estimate Std. Error t value Pr(>|t|)   
(Intercept)    1.0829     1.0363   1.045  0.30790   
logeducation   1.1658     0.3651   3.193  0.00437 **
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 0.2736 on 21 degrees of freedom
Multiple R-squared:  0.3268,	Adjusted R-squared:  0.2948 
F-statistic:  10.2 on 1 and 21 DF,  p-value: 0.004374

> anova(model8_chapter5)
Analysis of Variance Table

Response: logincome
             Df  Sum Sq Mean Sq F value   Pr(>F)   
logeducation  1 0.76312 0.76312  10.195 0.004374 **
Residuals    21 1.57186 0.07485                    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1


Multiple regression with logged X and logged Y – “Work visa holder” as the reference category (Y = logincome, X = logeducation, us_dummy, perm_dummy) 
> model9_chapter5 <- lm(logincome ~ logeducation + us_dummy + perm_dummy, data=example_chapter5)
> summary(model9_chapter5)

Call:
lm(formula = logincome ~ logeducation + us_dummy + perm_dummy, 
    data = example_chapter5)

Residuals:
     Min       1Q   Median       3Q      Max 
-0.38598 -0.15704  0.05888  0.14890  0.50820 

Coefficients:
             Estimate Std. Error t value Pr(>|t|)   
(Intercept)    1.4036     0.8606   1.631  0.11937   
logeducation   0.9693     0.3071   3.157  0.00519 **
us_dummy       0.3950     0.1157   3.414  0.00291 **
perm_dummy     0.2682     0.1222   2.195  0.04080 * 
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 0.2258 on 19 degrees of freedom
Multiple R-squared:  0.585,	Adjusted R-squared:  0.5195 
F-statistic: 8.929 on 3 and 19 DF,  p-value: 0.0006709

> anova(model9_chapter5)
Analysis of Variance Table

Response: logincome
             Df  Sum Sq Mean Sq F value   Pr(>F)   
logeducation  1 0.76312 0.76312 14.9639 0.001035 **
us_dummy      1 0.35723 0.35723  7.0049 0.015914 * 
perm_dummy    1 0.24568 0.24568  4.8175 0.040800 * 
Residuals    19 0.96895 0.05100                    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

